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chose their own exemplars (“learner-driven” in Figure 1A). Our
adult subjects showed no such effect (Figure 1B). It is possible
that the Xu and Tenenbaum data were inﬂuenced by the low
number of participants (N ¼ 14 in Figure 1A; N ¼ 20 in
Figure 1B).
The foregoing examples demonstrate a general fragility of one
prominent line of Bayesian word learning research. We believe
this fragility to be both a characteristic and direct consequence
of the Bayesian tendency to isolate theory from the details of
mechanism and process.
In summary, we concur with J&L that there are serious limitations in the Bayesian perspective. Greater integration with other
theoretical concepts in psychology, particularly in developmental
science, and a grounded link to the details of human performance
are needed to justify the continued excitement surrounding this
approach.
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Abstract: Jones & Love (J&L) should have given more attention to
Agnostic uses of Bayesian methods for the statistical analysis of models
and data. Reliance on the frequentist analysis of Bayesian models has
retarded their development and prevented their full evaluation. The
Ecumenical integration of Bayesian statistics to analyze Bayesian
models offers a better way to test their inferential and predictive
capabilities.

In the target article, Jones & Love (J&L) argue that using Bayesian statistics as a theoretical metaphor for the mind is useful but,
like all metaphors, limited. I think that is a sensible position.
Bayesian methods afford a complete and coherent solution to
the problem of drawing inferences over structured models
from sparse and noisy data. That seems like a central challenge
faced by the mind, and so it is not surprising the metaphor has
led to insightful models of human cognition. But it will never
be the only useful metaphor.
I certainly agree with the target article that using Bayesian
methods as a statistical framework – that is, as a means to
connect models of cognition with data – is the right thing to do
(Lee 2008; 2011). This “Agnostic” approach is not discussed
much in the target article, which focuses on “Fundamentalist”
uses of Bayes as a theoretical metaphor. The argument is that
Fundamentalist approaches can lead to Enlightenment through
reintegrating processes and representations into Bayesian cognitive models.
What I think is missing from this analysis is the central role of
Agnostic Bayes on the path to enlightenment. I think Bayesian
models of cognition, including potentially more process and representation rich ones, need to use Bayesian methods of analysis if
they are to realize their full potential. The target article does not
say very much about the Bayesian analysis of Bayesian models. It
does sound favorably disposed when discussing the need to
evaluate the complexity of cognitive models, which is a natural
property of Bayesian model selection. But the argument for
Bayesian statistical analysis is never made as forcefully as it
should be.
Using Bayesian statistics to analyze Bayesian models might be
called “Ecumenical” Bayes, since it integrates the two uses of
Bayesian methods in studying human cognition. As best
I know, there are very few examples of this integrative approach
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(e.g., Huszar et al. 2010; Lee & Sarnecka 2010; in press). But
I think it is theoretically and practically important.
It has always struck me (e.g., Lee 2010; 2011), and others (e.g.,
Kruschke 2010) that there is a sharp irony in many papers presenting Bayesian models of cognition. Often the rationality of
Bayesian inference is emphasized when discussing how people
might make optimal use of available information. But, when
the authors want to test their model against data, and hence
face the same inferential problem, the solution is suddenly different. Now they revert to irrational statistical methods, like frequentist estimation and null hypothesis tests, to draw
conclusions about their model.
This complaint is not just statistical nit-picking. Non-Bayesian
analysis has retarded the development of Bayesian models of cognition, by limiting the sorts of Bayesian models that can be considered, and the depth to which they have been understood and
used.
I think it is possible to illustrate this claim by using Lee and
Sarnecka’s (2010; in press) work on modeling children’s development of number concepts. The target article is dismissive of this
work, saying it is done “at the expense of identifying general
mechanisms and architectural characteristics . . . that are applicable across a number of tasks” (sect. 5, para. 5). This is a
strange critique, since the main point of Lee and Sarnecka
(2010; in press) is to argue for speciﬁc types of constrained representations, in the form of knower-levels, and show how those
representations explain observed behavior on multiple tasks.
But, that confusion aside, I want to use the work as an example
of the beneﬁts of using Bayesian statistics to analyze Bayesian
models.
A key part of Lee and Sarnecka’s (2010; in press) model is a
base rate for behavioral responses, which corresponds to the
child’s prior. It is a probability distribution over the numbers
0 to 15, and is difﬁcult to handle with frequentist estimation. If
the model were being analyzed in the manner usually adopted
to evaluate Bayesian cognitive models, my guess is the following
would have been done. The base-rate prior would have been
hand-tuned to a reasonable set of values, and the model would
have been used to generate behavior. These “predictions”
would then have been compared to experimental data, perhaps
accompanied by a simple summary statistic measuring the agreement, and compared to “straw” models that, for example, did not
have base-rate priors. The conclusion would have been drawn
that the Bayesian machinery had the right properties to explain
key patterns in data showing how children acquire number
concepts.
I ﬁnd this sort of approach unsatisfying. One of the main
reasons for developing sophisticated models of cognition, like
Bayesian models, is to be able to draw inferences from data,
and make predictions and generalization to future and different
situations. A high-level demonstration that a model is, in principle, capable of generating the right sorts of behavioral patterns
falls a long way short of best-practice model-based empirical
science.
What Lee and Sarnecka (2010; in press) were able to do, using
Bayesian instead of frequentist statistical methods, was infer the
base-rate prior from behavioral data, together with all of the
other psychological variables in the model. This is a much
more mature application of Bayesian modeling, because it
makes full contact with the data. It allows the descriptive and predictive adequacy of the model to be assessed (e.g., through standard posterior predictive analysis). It allows the Bayesian model
to be used to learn about parameters from data, since it gives the
full joint posterior distribution over the (complicated) parameter
space. And it enables the same representational model to be
applied to data from multiple developmental tasks simultaneously, within a hierarchical framework.
I think these sorts of Bayesian statistical capabilities have the
potential to address many of the concerns raised by the target
article about the currently demonstrated success of Bayesian
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models of cognition. Bayesian statistical methods are important,
useful, and should play a central role in analyzing all models of
cognition, including Bayesian ones. The target article views this
as a side issue, but I think it is a fundamental element of the
path to enlightenment.
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Abstract: Cognitive models focus on information and the computational
manipulation of information. Rational models optimize the function that
relates the input of a process to the output. In contrast, efﬁcient
algorithms minimize the computational cost of processing in terms of
time. Minimizing time is a better criterion for normative models,
because it reﬂects the energy costs of a physical system.

Two parallel developments in the 1940s set the stage both for the
cognitive revolution of the 1950s and for the discussion presented
in the target article. The development of information theory
explored ways to characterize the information content of a
message and ways to consider how to best pass messages
(Shannon 1949). At the same time, the architecture for digital
computing led to advances in discrete mathematics that facilitated the analysis of the efﬁciency of algorithms (Turing 1950).
One consequence of the cognitive revolution was that that it
became common to characterize the mind as a computational
device. Thus, researchers began to formulate theories of
mental processes in computational terms. As Marr (1982)
points out, a process can be deﬁned at either a computational
level or an algorithmic level of description. At the computational
level, the process is deﬁned by a mapping between information
available at the start and end of the process. For example, Anderson (1990) advocates a Bayesian, “rational-level” analysis of the
information relationship between inputs and outputs of a
system. At the algorithmic level, a process is speciﬁed in terms
of a set of steps that implements this computational-level description. Any given algorithm can be analyzed for its efﬁciency in
time. The efﬁciency of a cognitive process can be established at
either the computational level of description or at the algorithmic
level. The Bayesian approaches described in the target article are
focused on deﬁning the optimality of a cognitive process at the
computational level (Anderson 1990; Tenenbaum & Grifﬁths
2001). Anderson (1990) does point out that computational costs
can also play a role in determining a rational model, but, in practice, these considerations did not have a signiﬁcant inﬂuence on
the structure of his rational models.
The danger in casting optimality purely at the computational
level is that human cognition is implemented by a physical
system. Indeed, it has been proposed that any characterization
of the optimality of actions or beliefs should take into account
the resource-limited nature of the human cognitive apparatus
(Cherniak 1986; Stanovich & West 1998). As the target article
points out, the brain consumes a signiﬁcant amount of energy.
Thus, energy minimization is likely to be an important constraint
on cognitive processing.
The idea that energy-minimization is an important constraint
on cognitive processing is implicit in the focus on efﬁcient computational procedures. We do not suppose that the metabolic
cost of cognition is completely invariant of the type of thinking
that people are engaged in, but marginal changes in metabolic

rates attributed to different types of cognition pale in comparison
to the metabolic cost of simply keeping the brain running. Thus,
the time taken by a process is a good proxy for energy conservation. On this view, for example, habits minimize energy, because
they allow a complex behavior to be carried out quickly (e.g.,
Logan 1988; Schneider & Shiffrin 1977).
Of course, effort-minimization is not the only constraint on
cognitive processing. It is crucial that a process be carried out
to a degree sufﬁcient to solve the problem faced by the individual. This view was central to Simon’s (1957b) concept of satisﬁcing. This view suggested that cognitive processes aim to
expend the minimal amount of effort required to solve a
problem. On this view, the costs of additional effort outweigh
the gains in decision accuracy. This idea was elaborated in the
effort accuracy framework developed by Payne et al. (1993).
Their work examined the variety of strategies that people
utilize in order to balance decision accuracy with effort – the
cognitive costs of gathering and integrating information about
choice attributes – in decision-making. Payne et al. point out
that these strategies differ both in the effort required to carry
them out as well as in their likelihood of returning an accurate
response. People negotiate the trade-off between effort and accuracy by selecting decision strategies that minimize the effort
required to yield an acceptable outcome from a choice.
A key shortcoming, then, of the Bayesian Fundamentalist
approach is that it optimizes the wrong thing. The ideal observer
or actor deﬁned purely in terms of information is quite useful,
but primarily as a point of comparison against human cognitive
or sensory abilities rather than as a statement of what is
optimal as a cognitive process (e.g., Geisler 1989). A deﬁnition
of optimal behavior needs to take energy minimization into
account. Thus, the key limitation of Bayesian Fundamentalism
is that it focuses selectively on optimality of information processing rather than on the combination of information and time.
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Abstract: Jones & Love (J&L) contend that the Bayesian approach
should integrate process constraints with abstract computational
analysis. We agree, but argue that the fundamentalist/enlightened
dichotomy is a false one: Enlightened research is deeply intertwined
with – and to a large extent is impossible without – the basic,
fundamental work upon which it is based.

Should Bayesian researchers focus on “enlightened” modelling
that seriously considers the interplay between rational and
mechanistic accounts of cognition, rather than a “fundamentalist”
approach that restricts itself to rational accounts only? Like many
scientists, we see great promise in the “enlightened” research
program. We argue, however, that enlightened Bayesianism is
deeply reliant on research into Bayesian fundamentals, and the
fundamentals cannot be abandoned without greatly affecting
more enlightened work. Without solid fundamental work to
extend, enlightened research will be far more difﬁcult.
To illustrate this, consider the paper by Sanborn et al. (2010a),
which Jones & Love (J&L) consider to be “enlightened” as it
seeks to adapt an ideal Bayesian model to incorporate insights
about psychological process. To achieve this, however, it relies
heavily upon work that itself would not have counted as
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